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O1. Introduction and Problem Statement

Large language models (LLMs) and the agent-based artificial intelligence (AI) built
upon them currently represent a significant technological turning point and are the
subject of intense discussion. Although many financial services companies have al-
ready taken initial steps to leverage the potential of these new technologies, the focus
often remains on supplementing individual existing processes with Al-based tools on
an ad hoc basis, such as using chatbots for research purposes or to revise texts.! Howev-
er, this leaves much of the potential for productivity gains untapped. Opportunities for
more significant efficiency gains arise from the deep integration of AI - and, in particu-
lar, its extension to agent-based Al - into the operational processes themselves.

To evaluate the potential for efficiency gains through the integration of agent-based Al
into operational processes, Ampega Asset Management GmbH and d-fine GmbH jointly
conducted a proof-of-concept in the context of the technically and regulatorily particu-
larly demanding process of validating risk and valuation models.

Model validation is considered one of the most demanding processes in risk manage-
ment: it goes far beyond mechanistic testing and requires the systematic examination
of the appropriateness of model assumptions, data, methods, and implementations.
Added to this are high regulatory requirements for traceability, documentation, and
governance in the validation of risk models. Changes in the underlying models, portfo-
lios, and data result in shifting focus areas in validation, which are difficult to address
through mechanical automation alone.

This is where agent-based Al systems promise progress: when integrated directly into
the process, they combine LLMs with data access (“Talk to your data”) or the use of
tools, enabling the automation of routine tasks, the acceleration of analyses, and the
reduction of the workload on human experts. However, this also raises fundamental
questions: How can such a use of Al be reconciled with the requirement that the vali-
dation function itself must assume responsibility for the validation result? How much
effort is required to make all relevant data and documents - such as validation scripts
and model documentation - accessible for use by Al agents?

As part of a proof-of-concept (PoC) project focusing on valuation and market risk
models in asset management, Ampega and d-fine jointly investigated these questions.
The result: The efficiency of the model validation process can be significantly increased
through the systematic integration of agent-based AI, with a reasonable initial invest-
ment. Al can relieve human experts of a wide variety of repetitive tasks, support them
in performing additional analyses, and thereby create the space to focus on core eco-
nomic and substantive issues as well as on quality assurance.

1 See ,KI in Banken 2025*, cofinpro and VOB-Service, https://www.voeb-service.de/aktuelles /detail /studie-
vom-hype-zur-realitaet-78-prozent-der-banken-setzen-ki-produktiv-ein
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02. Regulatory Requirements

When using Al as part of a central, regulatory-mandated process, it is of fundamental
importance to consider all relevant regulatory and internal requirements.

In this context, it should first be noted that agent-based AI methods used for model val-
idation are typically not themselves models within the meaning of the relevant regula-
tions (SR 26-2, SS 1/23, MaRisk AT 4.3.5, Derivatives Regulation in conjunction with the
KAGSB, ...), particularly if they do not perform their own quantitative estimates using
their own assumptions.

When using Al in model validation, internal requirements must also be observed,
particularly those concerning the protection of non-personal data (such as model doc-
umentation or model parameters). Ideally, such requirements are established across all
use cases, for example in the form of an Al strategy. The remaining technological risks
must be managed centrally, regardless of the specific use case.? Within the scope of the
PoC, only cloud services and LLMs from an internally defined whitelist were used, and it
was ensured that no data left the EU.

Another key regulatory requirement for model validation is that human experts must
be able to understand and follow all validation steps and must ultimately assume
responsibility for the outcome of the model validation. To support this, the agentic Al
system used in the PoC was designed accordingly. In particular, all intermediate results
used by the Al (e.g., input and output data from executed functions or generated code),
known as “agentic thinking,” were stored and made visible to humans. The consist-
ency and agreement of Al-generated content upon repeated execution with the same
input data is continuously and automatically measured using specific KPIs, e.g., cosine
similarity, and ensured through careful design of system prompts3. Humans remain “in
the loop” at all times, are prompted to review, and can explicitly influence individual
validation steps, for example by manually editing the generated content or by modify-
ing the prompts.

2 See also BaFin's guidance on ICT risks when using Al in financial institutions (https://www.bafin.de/
SharedDocs/Downloads/DE/Anlage/dl_Anlage orientierungshilfe IKT Risiken bei KI.html), which ex-
amines the use of Al systems from the perspective of ICT risk management under DORA and, in particular,
addresses their integration into the ICT risk management framework, governance, and organisational
issues, as well as cloud, third-party, cyber security, and data security aspects. For the pertinent context, it
is particularly worth pointing out that Al systems are understood as a combination of ICT assets and ICT
infrastructure and - analogous to other ICT assets - are to be integrated into the ICT risk management
framework.

3 System prompts are defined initially and determine how the model generally responds and in what role
itacts (e.g., in the role of a market risk or valuation expert).
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03. Technical Approach

An agent-based system is a network of agents that act autonomously yet in a coordinated
manner. Each agent consists of an LLM instance, a system prompt (which describes the
agent’s role), and a set of tools. In the setting used in the PoC, coordination is ensured

by the network’s graph structure: apart from the general supervisory agent, each agent
has exactly one “superior”, who provides it with information and tasks and to whom it
reports back. In the chosen architecture, information is exchanged between agents only
“vertically,” that is, only between an agent and its immediate superior. All other IT-related
permissions, e.g., for reading files or executing program code, have been explicitly ac-
counted for and fixed in the configuration of the agent-based system.

The Supervisory Agent is tasked with creating a concrete solution plan, identifying and
coordinating the agents required to execute the plan, and consolidating the results of
the individual agents. The specialized agents subordinate to the Supervisory Agent may
have dedicated tools at their disposal, for example, extracting information from databas-
es, executing code, performing web searches, or conducting dedicated quality assurance
of intermediate results. The supervisorory and subordinate agents do not necessarily use
instances of the same LLM. All agents can be configured with thought patterns, solution
approaches, and roles via specialized system prompts. Here, too, human knowledge is
incorporated into the structure of an agent-based Al system.
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Figure 1: Overview of the agents used in the PoC
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This now makes it possible to map both clearly predefined workflows (schematically,
for example: “Perform analysis X and evaluate the result against the thresholds from
the validation concept”), as well as structurally variable workflows or ad hoc analyses
(schematically, for example: “Explain the outliers observed in the previous validation
step”). In the latter case in particular, the autonomy of the agents comes into its own,

as it allows standard analyses and tools to be recombined in a way appropriate to the
situation. A more detailed look at the analyses implemented during the PoC is provided
in the next section.

A special case of agent-based design should be highlighted here due to its frequent use
in the PoCs: Talk-to-Your-Data. This refers to agent-based systems specialized in creat-

ing database queries and aggregating data. A precise contextualization of the agents -
for example, through relevant metadata, schemas, and domain logic - is crucial for the
achievable quality of results, particularly with large and complex datasets.

An independent Quality Agent was also implemented to support the validators. This
agent checks all results for completeness and consistency, both in relation to the ques-
tions posed in the prompts and across different sections. Despite this automated initial
quality gate, the responsibility for validation and the quality of its execution remains
with the validators.

It is important to emphasize that the quality of all results depends significantly on the
prompt design. No agent network, no matter how specialized, can compensate for inad-
equate user prompts. To develop suitable prompts for generating stable and consistent
results, the PoC not only followed specially developed “Best Practice Prompting Guide-
lines”4, but also defined and automatically evaluated suitable KPIs to identify potential
for improvement in the prompts. An example of such a metric is the so-called cosine
similarity, which aims to summarize the similarity of Al outputs into a single metric
using mathematical methods.

4 This was developed within the joint project and is only accessible internally.
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04. Added Value for Model Validation

Validation of Valuation Models

Background

When validating valuation models, both qualitative and quantitative aspects are
important (see, for example, §28 KARBV, AT 4.3.5, para. 5 MaRisk). The former include,
for example, assessing the model's fundamental suitability for the task at hand (such
as with regard to the products to be valued and the assumed market conditions), while
the latter cover, in particular, verifying the correctness of the implementation and the
numerical stability of the valuation model used.

In qualitative validation, the effort is driven primarily by structuring the analyses,
reviewing relevant sources, and assessing the model’s suitability for specific use cases.
In quantitative validation, however, a major driver of effort lies in the development of
independent challenger and benchmark models.

Integration of agent-based Al into the validation process

Agent-based Al systems support validators in both areas. In the context of qualitative
validation, they evaluate various knowledge sources, such as previous validation re-
ports, model documentation, and technical literature®. On this basis, they also under-
take a (preliminary) structuring of the overall validation process.

Agent-based Al accelerates quantitative validation by, for example, creating a refer-
ence implementation of the valuation model based on the provided model documenta-
tion, including the incorporation of established valuation libraries (e.g., QuantLib).

The reference implementation generated by the agent-based Al in the form of code
scripts is reviewed and approved by the responsible validator from both a technical
and business perspective prior to use, and is subsequently deployed autonomously by
the agent-based Al

These scripts also include database queries for extracting valuation-relevant market
and product data. Such queries are autonomously generated by agentic Al based on

a functional description of the database contents and the technical description of the
data model. The quality of the Al-generated database queries depends significantly on
the provided description of the data (i.e., metadata management).

Earlier versions of large language models (e.g., ChatGPT 4.1) still exhibited occasional
weaknesses in assessing detailed technical questions, particularly in the context of
qualitative validation. However, even with the quality improvements in current LLMs,
the responsible validator remains indispensable as an attentive reviewer, quality
assurance specialist, and final approver of the results of quantitative and qualitative
analyses.

5 Updates to regulatory requirements or advances in financial mathematical modeling can generally be
identified by the agent-based system via web searches.
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PoC Implementation

m As part of the PoC, the valuation method used by Ampega for callable
floaters was examined. This method is used to determine fair values in
the absence of a liquid market price, as well as for all callable floaters in
market price risk calculations. Since the credit spread sensitivity of the
securities depends on the expected remaining maturity, this valuation
model plays an important role in market price risk calculations

m Qualitative validation of the valuation method using RAG-based access
to the model documentation and the cross-model validation concept

m Al-supported implementation of a challenger model in Python, based on
the technical model documentation in conjunction with metadata man-
agement for SQL database queries

m Conducting quantitative validation using the agent-based Al based on
the Challenger model provided as a tool

Validation of Market Risk Models

Background

Similar to the validation of valuation models described above, a distinction can also
be made between qualitative and quantitative aspects when validating market pricing
models. However, in the context of the PoC, qualitative and quantitative aspects were
generally considered simultaneously during the validation of market risk models.

The quantitative aspects primarily deal with verifying the statistical assumptions of
the selected models, their calibration routines, and analyzing the appropriateness and
granularity of selected risk factor groups.

In the qualitative validation of market price risk, the focus is on issues of market con-
formity and regulatory compliance. Furthermore, qualitative questions arise regarding
the validity of the statistical tests performed and their interdependencies; for example, a
deviation in the autocorrelation assumptions leads to the limited usability of other tests.

Integration of Agent-Based Al into the Validation Process

The PoC investigated the extent to which agent-based Al can support or independently
perform validation. The focus was on quantitative aspects, but also on the qualitative
interpretation of results. In particular, the application was tested in the following areas:

Verification of statistical model parameters
Analysis of the appropriateness and granularity of individual risk factor groups
Evaluation of observed calibration spreads

Within the scope of these activities, agent-based AI was able to provide effective sup-
port, particularly for clearly structured work steps. For example, analysis scripts were
executed automatically, datasets were read in a structured manner, and tables, graphs,
and their interpretations were consistently integrated into report structures.

The use of agent-based Al also proved helpful when creating more complex, first-time
analyses. Existing data extractions and analysis scripts could be flexibly recombined
by the Al and used for new questions, thereby identifying and classifying the causes of
statistical outliers.
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PoC Implementation

As part of the pilot, we investigated the extent to which agent-based Al can
derive new analytical approaches based on existing analyses. Various R-based
tools for conducting statistical tests, as well as a database of risk factor time
series, were made available for this purpose. The Al was able to specifically
address the relevant data sets and perform analyses based on them

A frequently used workflow in the PoC involved performing standard analy-
ses and interpreting the resulting plots, tables, and key metrics. In particular,
the RAG agent was also able to establish connections to previously known
patterns from past validations

In the area of qualitative validation, the Al was used as a technical sparring
partner to suggest potential model improvements based on the existing mod-
el and to evaluate statistical properties regarding the distribution of residuals

Testing conducted as part of market price risk validation has shown that agent-based Al
can be used to perform numerous standard analyses and interpretations. The use of per-
sistent prompts results in significant time savings, as analyses and interpretations can
be generated at the “push of a button” and reused in the next validation cycle. Statistical
tests are particularly noteworthy in this context. In this area, agent-based Al demon-
strates great potential and a high degree of execution reliability, even when performing
and interpreting multi-stage analyses.
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05. Summary and Outlook

The key steps in model validation can be described in terms of a few core activities.
These include, in particular, extracting data from databases and technical documents,
conducting qualitative and quantitative analyses (using challenger models where
appropriate), documenting the results, and interpreting them within the internal and
regulatory context. Where necessary, findings and recommendations for action to
address identified model weaknesses are derived from this process.

Even before the PoC was conducted, Ampega and d-fine jointly anticipated that work-
flow automation and the use of agent-based Al for result description would unlock
significant efficiency gains in quantitative analyses. This expectation was clearly
confirmed during the PoC.

Another positive surprise was how well the agent-based approach could be integrated
into the development of new analyses, scripts, and data evaluations within the existing
validation process. The added value of agent-based Al was thus evident not only in the
automation of existing analyses. Rather, its use enabled additional analyses and deep
dives that were valuable in terms of content.

Figure 2 summarizes the extent to which the aforementioned activities could be han-
dled by agent-based Al in the PoC, while also outlining the areas where further poten-
tial for improvement has been identified.

The greatest strengths lie in talk-to-your-data application, on the generation and usage of analysis scripts based
on functional documentation, and on the usage of various sources of information and tools in one workflow.
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Figure 2: Tasks performed by agent-based Al in model validation
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In our view, the following validation tasks were successfully automated as part of the PoC:
data analysis via “Talk To Your Data,”
the processing of statistical questions,
the performance of quantitative analyses of (interim) results,
and the qualitative evaluation and documentation of the validation results.

Therefore, Ampega and d-fine jointly conclude that, with appropriate integration of
agent-based Al with the technical systems that host the models to be validated or the
challenger models, as well as with data management, there is significant potential for
increased efficiency and scalability, along with substantial gains in quality.

Even in the case of unstructured data alone, agent-based Al can help to automatically
create temporary databases as needed, thereby ultimately enabling ad hoc analyses via
“Talk To Your Data” in conjunction with lean metadata management. This means that
automation based on unstructured information is fundamentally possible - automation
that, without the use of Al, would only be feasible with considerable manual effort.

In other parts of the model validation process, d-fine and Ampega identified major
challenges for low-effort automation via agent-based Al during the PoC. This particu-
larly concerns the handling of domain-specific content, the autonomous interpretation
of complex technical requirements, and highly demanding questions in specialized
technical fields.

However, particularly with regard to the latter, significant progress was already evident
during the PoC and in its aftermath, attributable to the use of increasingly powerful
language models - especially in comparison to GPT-4.1, which was primarily used in
the PoC. Furthermore, newer language models increasingly enable the consideration of
more extensive in-house-specific information within an analysis or validation context
through larger context windows.

Extensive, productive use of Al in the context of model validation will, in practice, be
accompanied by requirements for the in-house IT infrastructure, for the validators re-
sponsible, and, as described above, also by issues in the areas of regulation and govern-
ance. In practice, therefore, a balance must be struck between the significant potential
described above and the effort required to realize that potential.

Given the necessary effort involved, it should be noted that the Al tools examined in the
PoC have demonstrated broad application possibilities beyond the actual model vali-
dation process and are suitable for significantly improving processes along the entire
value chain within the company. In this context, AlI-supported technical data quality
analyses and “natural language” communication with complex asset portfolios and
associated metadata are particularly promising in practice.
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